Recall Our Syllabus

* Generative models in statistical learning

* Naive Bayesian models, Hidden Markov models (HMM), Gaussian mixture models (GMM)
« Probabilistic latent semantic analysis models (pLSA), latent Dirichlet allocation (LDA)
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E———————————————————————————————————
Statistical vs. Deep Generative Models

* Statistical generative models * Deep generative models
* Rely on strong distributional assumptions * Make weaker assumptions, using DNNs to
(e.g., Gaussian, Multinomial, Dirichlet) approximate complex distributions directly
* Limited by the chosen distributional forms « Highly expressive, capable of modeling complex
and structures (e.g., graph) high-dimensional data (e.g., images, audio, text)
* representation; learning/estimation (closed form,  Learning (ELBO, denoising loss), Leverage neural
MLE/MAP, EM) ; inference/sampling (exact, VI, network-based inference
MCMC, ancestral/iterative sampling) (e.g., VAE, GAN, Flow, DM)
pre Generative Models: Fundamentals and Applications 2026/9/21



Statistical Generative Models: A Timeline

Naive Bayes

Simple Generative
Classifier

Gaussian
Mixture
Models

K :
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Discrete vs. Continuous Data

* Assume we want to generate...
A piece of text or an image

* The underlying statistical modeling are not the same

* Data can be discrete or continuous

 The design of generative models must be chosen
according to the data type

Generated by ChatGPT 5

pre Generative Models: Fundamentals and Applications 2026/9/21




.
Discrete vs. Continuous Data

 Text data * Numerical tabular features

* Word counts in documents (bag-of-words) « Height, weight, age

* Email classification (spam vs. ham) * Most medical test indicators (blood pressure, glucose)
* Categorical tabular features * Image / speech features

 Patient symptoms (positive vs. negative) * Image pixel values

* Weather data (sunny, cloudy, windy)  Acoustic features of speech (MFCC vectors)
* Sequential data  Financial / sensor data

* Word sequences in NLP * Stock price time series

* DNA sequences (A/C/G/T symbols) 10T sensor data (temperature, current, voltage)

* User click sequences (modeling user behavior)

pre Generative Models: Fundamentals and Applications 2026/9/21
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A Roadmap

Lecture 3 Discrete
Text-Mining
pLSA, LDA
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Outline

® Generative vs. Discriminative: Revisit
®= Bayesian concept learning

® The beta-binomial model

® The Dirichlet-multinomial model

® Naive Bayes classifiers

Generative Models: Fundamentals and Applications 2026/9/21



Generative vs. Discriminative: Revisit

= Frequentist: 0 seen as fixed
e.g., a point estimation 4

= Bayesian: 0 seen as learned
Given data D, P(8|D) = P(D|6)P(6)/P(D) «< P(D|6)P(6)

Generative Models: Fundamentals and Applications 2026/9/21



Generative vs. Discriminative: Revisit

® Discriminative models are often frequentist,
and generative models are often Bayesian

— but the two dimensions are orthogonal and can be mixed

Frequentist

Bayesian

Discriminative

Logistic Regression, SVM,
Neural Nets

Bayesian Logistic Regression,
Bayesian Neural Nets

Generative

GMM (with MLE),
HMM (with MLE)

Naive Bayes, Bayesian GMM,
Variational Bayes models

Generative Models: Fundamentals and Applications

2026/9/21



Generative vs. Discriminative: Revisit

® Goal of discriminative model
Learn the conditional distribution P(Y|X; 60)
0 often seen as fixed, hence simplifies to P(Y|X)

Generative Models: Fundamentals and Applications 2026/9/21



Generative vs. Discriminative: Revisit

® Goal of generative model
Learn the joint distribution P(X,Y; 0)
® Generative classifier

P(Y =cl|x,8) = P(r=cx|9)

P(x|0)

__ P(Y=c|0)P(x|Y=c,0)
_ — A
%rec POoY=c'(6)

class-prior _ _ class-conditional
distribution —— P(Y=c| 9)|I|’(X|Y—C,9) distribution
Yreo P(Y=c'| O)P(x|Y=c",0)

Key: class-conditional distribution P(x|Y = ¢, 0)

Generative Models: Fundamentals and Applications
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Outline

® Generative vs. Discriminative: Revisit
® Bayesian concept learning

® The beta-binomial model

® The Dirichlet-multinomial model

® Naive Bayes classifiers
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Bayesian concept learning

® Concept learning

2 Provide only the positive examples

2 Learn the meaning of the example

This is a cat
et \
A o O
) A ) { S \ s
. ki s s | T .
e 4 4 \ Prior: Data: Positive Bayesian update
P Vague idea examples — Posterior:

Clear definition

Generative Models: Fundamentals and Applications 2026/9/21



Bayesian concept learning

® Concept learning

Be equivalent to binary classification

® The goal is to learn the indicator function f, determining which elements are in
the set C.

f0 =15 e

m Difference: binary classification provides both the positive and negative
examples, while concept learning provides only the positive examples

Generative Models: Fundamentals and Applications 2026/9/21



Bayesian concept learning

® Bayesian concept learning vs. binary classification

Discrimina_tive Model

X Positive examples
% Negative examples
=== Decision boundary

X

X
xx
x XX
X
X

X

10

Bayesian Concept Learning

x Positive examples
Possible hypothesis space

Generative Models: Fundamentals and Applications
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Example: number game

= Given some unknown arithmetical concepts C, such as
“prime number” or “a number between 1 and 10”

= Given positive examples D = {x1,X3, ..., xy} € C
= Question: the new sample X € C ?

Learn a basic rule to determine whether the data follows the
unknown arithmetical concepts C

11 Generative Models: Fundamentals and Applications
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Example: number game

= Suppose D and the test set are from [1,100]
= Concept set C is not clear
® Four experiments

Experiment 1: D = {16}

Experiment 2: D = {60}

Experiment 3: D = {16,8,2,64}

Experiment 4: D = {16,23,19,20}

12 Generative Models: Fundamentals and Applications
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Example: number game

13

Examples

16 1

60 1
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Bayesian concept learning

= Posterior predictive distribution p(X € C|D)

Describe the probability that X € C given the data D for any X €
(1,2, ...,100)

® Question: How to explain the behavior and emulate it in a
machine?

14 Generative Models: Fundamentals and Applications
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Bayesian concept learning

= Hypothesis space H:
Include all possible models or rules for the concept set

Eg: odd numbers, even numbers, powers of two, all numbers ending
inj(for0<j<9)

®= Version space
The subset of H that is consistent with the data D

As we see more examples, the version space shrinks and we become
increasingly certain about

= Eg.D = {16} -» D = {16,8,2,64)}

Generative Models: Fundamentals and Applications 2026/9/21



Bayesian concept learning

® The shrinking of version space

Prior: Broad hypothesis Posterior after some positives (D1) Posterior after more positives (D2)

X Positive examples
Hypothesis space

16 Generative Models: Fundamentals and Applications
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Likelihood

= Given D = {16,8,2,64}, which hypothesis is more possible?

hiwo = "POWers of two"
hopen = even number

= Extension of a concept
The set of numbers that belong to the concept
the extension of Rewo is {2,4,8,16,32,64}
the extension of Reven is {2,4,6,...,98,100}

17 Generative Models: Fundamentals and Applications
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Likelihood

18

® Strong sampling assumption

Assume N examples are sampled uniformly at random from the
extension of a concept.

® Likelihood p{D|h}

the probability of independently sampling N items (with
replacement) from 1 that happen to constitute D

N , N
p(D|h) = : _ | L
I

size(h)
Generative Models: Fundamentals and Applications
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Likelihood

= Compute the probability P{D|h} ?
Let D = {16}
- p(D”ltwo) =1/6
- p(DIheven) =1/50

Let D = {16,8,2,64}
s p(Dlhpyo) = (1/6)*=7.7 x 1074
s p(D|hepen) = (1/50)*=1.6 x 1077

. . L. p(D|htwo) )
: = 4822.5
m |ikelihood ratio p(D|hoyen)

19 Generative Models: Fundamentals and Applications
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Likelihood

20

® Size principle (Occam’s razor)

The model favors the simplest (smallest) hypothesis consistent with

the data
: N ; N
1 1
p(Dlh) = Lize(/z)} P {W]

Among all hypotheses consistent with D, the fewer data a hypothes
h covers, the higher its likelihood.

Generative Models: Fundamentals and Applications
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Prior

= Given D = {16,8,2,64}, which hypothesis seems “conceptually
unnatural” ?

hiwo = "POWers of two"

" hpyo = {2,4,8,16,32,64}

= p(Dlhewo) = (1/6)*

hio, = "powers of two except 32"

= hl,, ={24816,64)

= p(Dlhiwo) = (1/5)*

The likelihood of htw, is higher than that of Aswo

21 Generative Models: Fundamentals and Applications 2026/9/21
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Prior

® Prior

Assign low prior probability to unnatural concepts

= Eg: given D={1200,1500,900,1400}, classify 400 and 1183 ?

The numbers are from some arithmetic rule
m 400 is likely but 1183 is unlikely

The numbers are examples of healthy cholesterol levels
® 400 is unlikely but 1183 is likely

Generative Models: Fundamentals and Applications
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Example: what prior to use

23

® Hypothesis space
Even numbers
Odd numbers
Squares
Multiples of j (3 < j < 10)
Endsinj(1<j<9)
Powers of j (2 <j < 10)
All
Powers of 2, plus 37
Powers of 2, except 32

mult of 9
mult of 10
endsin 1
endsin 2
endsin 3
endsin 4
endsin 5
ends in 6
endsin7
endsin 8
endsin9
powers of 2
powers of 3
powers of 4
powers of 5
powers of 6
powers of 7
powers of 8
powers of 9
powers of 10
all

powers of 2 +{3

2026/9/21



Posterior

® posterior = normalization (likelihood times prior)

p(D|h)p(h) p(R)I(D € h)/|h|N

(h|D - = , ,
1)( ?‘ ) Zh’e?—t 1)(D. /1/) Zh’e?{ 1)(11/4)]1(2) c /I/)/’h/’i\.

® Prior vs. Posterior

Prior: Without training data, quantify the possibility of each
hypothesis

Posterior: Given training data, quantify the possibility of each
hypothesis

24 Generative Models: Fundamentals and Applications
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Example

25

= Given D={16}

2 h=“powers of 2”

® Prior

= Likelihood

m Posterior

p(h) = 0.025

p(Dlh) =1/6

mult of 9
mult of 10
endsin 1
endsin 2
endsin 3
endsin 4
endsin 5
endsin 6
endsin7
endsin 8

data =16

35 T

30

25

20

15

35

15

p(h|D) =

sum

0.0042

powers of 2 — {32k

10

o

=
o

— T [I |I T Il
|

| |
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lik

0
040
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Example LR

squares
multof 3
mult of 4
" From the results, we learn ol

mult of 7 25

The hypothesis with the ol

highest posterior is "powers mult of 10

endsin 1

Of 4" endsin 2

endsin 3
endsin 4

Prior and likelihood jointly endsin 5

endsin 6

determine the posterior endsin7

20

e

15 15

Even if the prior is large, if the oo
likelihood is too small, the [oowers of 4
posterior can still be small powers of 6

And vice versa

]
-

10 I 1o
[ ]

powels of 2 - {32} 1 . E . |

26 Generative Models: Fundamengals and Applicatiormszoo 0.2 0,400 0.2 0.4 2026/9/21
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Example

27

= Given D={16,8,2,64}

2 Five possible hypotheses

U
Generative Models: Fundameftals and®pplicatiofs2 0 1 2

data=16 8 2 64

35 35

odd
squares
mult of 3
mult of 4
multof 5
mult of 6
mult of 7
mult of 8
mult of 9
mult of 10
endsin 1
endsin 2
endsin 3
endsin 4
endsin 5
endsin 6
endsin7
endsin 8
endsin 9

30

25

20 20

15

powers of 2

powers of 10

powers of 3
powers of 4
powers of 5
powers of 6
powers of 7
powers of 8
powers of 9

10

5

powers of 2 + {37
powers of 2 — {32Pr

all

]
L]

0
prior lik x10°

0.5
post
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Example

28

® Given D={16’8’2’64} mult of 6

J h’:”powers Of 2»
® Prior

even
odd
squares
mult of 3
mult of 4
multof 5

mult of 7
mult of 8
mult of 9
mult of 10
endsin 1
endsin 2

p(h) = 0.025

endsin 3
endsin 4

= Likelihood

endsin 5
endsin 6

endsin?7

p(Dlh) = 0.77 X 10_3 endsin 8

endsin 9

data=16 8 2 64

35

30

25

20

15

35

20

m Posterior

powers of 2

powers of 3
powers of 4

0.019 x 10_3 powers of 5

powers of 6

p(h|D) =

Q
p—

powers of 7
sum powers of 8

powers of 9
powers of 10

all

10

5

I powers of 2 + {37
powers of 2 — {32Pr

1
]
I

; U
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prior

0.5
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Example

® Result:

Assigning small priors to unnatural hypotheses helps avoid
overfitting the data

When |D] is sufficiently large, P(h | D) will peak at a single
hypothesis (reach its maximum)

Taken as the optimal hypothesis
Take-away:

®  Prior prevents overfitting, and more data changes likelihood which sharpens the
posterior to the true hypothesis.

29 Generative Models: Fundamentals and Applications 2026/9/21



Example

30

Step 1: Hypothesis space

Step 2: Version space after data

Version Space

Generative Models: Fundamentals and Applications

Step 3: Posterior update

Version Space

2026/9/21



Summary of Concepts

31

Hypothesis space: the set of all possible hypotheses (concepts)
Hypothesis: a specific member or concept of the hypothesis space
Version space: the subset of hypotheses consistent with observed data
Extension: the set of samples that satisfy a given hypothesis

Prior: initial belief or bias over hypotheses before seeing data

Likelihood: probability of observing the data given a hypothesis (sampling
from its extension)

Posterior: updated belief about a hypothesis after observing data
Optimal hypothesis: the hypothesis with the highest posterior probability

Generative Models: Fundamentals and Applications 2026/9/21



Posterior

32

" MAP (Maximum a Posteriori) estimate

axp(h|D
wmax p(h|D) TN

(b) Symmetric

It simply finds the posterior mode _/m\

A

Mean J ‘ T\/"\ode
Median

— 211(%111&1:\']1 1-) ( II ’ D ) (@) Skewed to the Left

(Negatively)

ilAIAP

Generative Models: Fundamentals and Applications

t
Mode = Mean = Median

/T

il Lo

Median

(c) Skewed to the Right
(Positively)
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Posterior

= MAP estimate

p(D|h)p(h

p(h[D) b= [k =[]
. ' Zh'EH 1)(D h,) 7 SiZG(/l) |]I|

G argmax p(D|h)p(h) = argmax [log|p(D|h )|+ log p(h)]

h h

Note:

= The log-likelihood grows linearly with the number of elements N.

= When N is sufficiently large, MAP is dominated by the log-likelihood and
becomes almost independent of the log-prior.

33 Generative Models: Fundamentals and Applications 2026/9/21



Posterior

" MLE (Max-likelihood Estimation)

Choose 6 that maximize the likelihood of the observed data

éj‘LiLE = arg mga,xp(D | 9)

For MAP, if we have enough data, we see that the data overwhelms
the prior. In this case, the MAP estimate converges towards the MLE

éMAP — arg mgﬁp(p | 0)p(0)

34 Generative Models: Fundamentals and Applications 2026/9/21



Posterior

35

Relative influence

1.0

0.8

0.6

0.4

0.2

0.0

1

MAP vs. MLE: Effect of data size

Small data: MAP
(Prior matters)

= Prior influence

Large data: MAP === |jkelihood influence
(Data dominates)

20 40 60 80 100

Sample size N

Generative Models: Fundamentals and Applications
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Posterior

= |f the true hypothesis is in the hypothesis space

The MAP estimate will converge upon this hypothesis.

= |f our hypothesis class is not rich enough to represent the
“truth”

Converge on the hypothesis that is as close as possible to the truth

36 Generative Models: Fundamentals and Applications
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Posterior predictive distribution

® Posterior predictive distribution

p(Z|D) =Y p(h|D)p(Z|h, D) = p(h|D)p(

heH heH

Consider p(h|D) as a kind of weight
2her P(h|D) =1

a weighted average of the predictions of each individual hypothesis

® Bayes model averaging (BMA) method

37 Generative Models: Fundamentals and Applications
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Example
D = {16}
N _ Top: p(X|D)

Bottom-left: p(X|h)
| Bottom-right: p(h|D)
Optimal
Hypothesis
0 4 8 12 16 20 24 28 32 36 40 44 48 52 56 60 |64] 68 72 76 80 84 88 92 96 100
powers of 4—1® ° ° f A/
powers of 2 —of o1—@ °® ® ®
endsin 6 » @ @ L L L » @ L @
squares 11— @ L @ L L 4 @ @ L
even-— O 000000000000 00000000000000000P0000000OOOIKOIIOILONESILISYYYS
mult of 8 L 2 @ @ @ L 2 L @ @ L 2 L 4 L 4 L 4
multof4—401—0—0—0—0—0—0—90—90 900000010 00000 0 0 0
all
nowers of 2 — (30} -elel-—e e o
38 powers of 2.+ (37) —ef@|—e . Gefteraftve Modets Fundamentj®fand Apptications ————  § o 1' 2026/9/21
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Example

= Given D={16,8,2,64)

1 The posterior for the
hypothesis “powers of 2”
is close to 1

p&EID) = ) p(hIDIp(E|R)
heH

= Z 5EMAP(h) p(X|h)
heH

p(X|RM4P)

Q

even
odd
squares
mult of 3
mult of 4
multof 5
mult of 6
mult of 7
mult of 8
mult of 9
mult of 10
endsin 1
endsin 2
endsin 3
endsin 4
endsin 5
endsin 6
endsin7
endsin 8
endsin 9

data=16 8 2 64

35

30

25

20

Optimal

35

—30

—125

20

15

powers of 2

powers of 3
powers of 4
powers of 5
powers of 6
powers of 7
powers of 8
powers of 9
powers of 10

all

powers of 2 + {37

powers of 2 — {32?

10

o[ ——

10
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Posterior predictive distribution

® Plug-in approximation

If we have “figured things out”, posterior becomes a delta function
centered at the MAP estimate

p(X|D) = l p(h|D)p(%|h)
heH

~ p(%|hMAP)

40 Generative Models: Fundamentals and Applications

2026/9/21



Posterior predictive distribution

® BMA vs. plug-in (MAP)
Sample space by MAP: from narrow to wide
For a single hypothesis

As training data increases, the sample space generated by the MAP-
selected hypothesis expands

Example

= D = {16} :the optimal hypothesis is "powers of 4", generated samples
{416 64}

= D = {168 2’64} :the optimal hypothesis is "powers of 2", generated samples
{2248 163264}

41 Generative Models: Fundamentals and Applications 2026/9/21



Posterior predictive distribution

® BMA vs. plug-in (MAP)
Sample space by BMA: from wide to narrow
For the entire hypothesis space

As training data increases, some hypotheses are assigned weight O,
so the effective sample space shrinks
Example

= D = {16} :many hypotheses are consistent with the data

= D ={16'8 264} :fewer hypotheses remain consistent with the data,
inconsistent ones have weight O

42 Generative Models: Fundamentals and Applications
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A more complex prior

43

® Mixture of several priors

E.g., in number game
" Drules: arithmetical concepts

" Dinterval:. intervals between n and m

1)(.12 ) — TOPrules(h) T (1 _ 7T())])inter\lral(h )

Generative Models: Fundamentals and Applications
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A more complex prior

® Back to number game

Examples

16 1r

0.5+
s | |J | ‘
| | 1 | | | | | | 1 | 1 | 1 | | | | | 1 1 | | | |

4 8 12 16 20 24 28 32 36 40 44 48 52 56 60 64 68 72 76 80 84 88 92 96 100
60 1

oath 1l Ll

4 8 12 16 20 24 28 32 36 40 44 48 52 56 60 64 68 72 76 80 84 88 92 96 100

16 8 264 1T
0.5F
or i ] il
| | | | | 1 | | 1 | | | | | | | | | | | | | | | |
48 52 56 60 64 68 72 76 80 84 88 92 96 100
16 23 1920 1[
0.5

0

| | | |

1 | | | | | | | | | | | 1

|
A CNA COo O OA OO "IN 78 ON O A 0o AN AL 4Ann
TV Ve UV UV UT VU e TV UV UT UV Ve YV TV
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A more complex prior

® Arithmetical concepts + intervals between n and m

Examples

16 1r
05
ﬂu.ﬂ.m ™ o

| | 1 1 | | | | 1 1 | | | | | 1 | | | | | | | | |

4 8 12 16 20 24 28 32 36 40 44 48 52 56 60 64 68 72 76 80 84 88 92 96 100

4 8 12 16 20 24 28 32 36 40 44 48 52 56 60 64 68 72 76 80 84 88 92 96 100

16 8 264 [
05F
O n n m

T T T T T T T T T T T A O T
8 32 36 40 44 48 52 56 60 64 68 72 76 80 84 88 92 96 100

16 23 19 20 [
05

0

| B | B ||
I I I AN AN Y Y Y Y I SN N Y SO SO N MO

32 36 40 44 48 52 56 60 64 68 72 76 80 84 88 92 96 100
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Outline

46

Generative vs. Discriminative: Revisit
Bayesian concept learning

The beta-binomial model

The Dirichlet-multinomial model
Naive Bayes classifiers

Generative Models: Fundamentals and Applications
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The beta-binomial model

47

® Continuous case
Unknown parameters are continuous

Hypothesis space is (some subset) of RK
® Kis the number of parameters

Replace sums with integrals
= Posterior

p(D|h)p(h)

(h|D) _
p(h > wen (D, 1)

m Posterior Predictive Distribution

p(z|D Zp (h|D)p(z|h, D) Zp (h|D)p

heH heH

Generative Models: Fundamentals and Applications
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48

The beta-binomial model

= Example: coin toss

Toss coins N times

N1 times head up, and No =N = Ni times tail up
Suppose xi~Ber(9),i =1,..,N

= x; = 1: head up

= x; = 0t tail up

= 0 € [0,1]: rate parameter (probability of heads)

Generative Models: Fundamentals and Applications
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Likelihood

® Suppose the data X1, X3, ..., Xy are i.i.d.

p(D|6) = 6N (1 — g)No

Sufficient statistic: it captures all the information in the data about
the parameter 0

Ny =N I(x; =1)

49 Generative Models: Fundamentals and Applications 2026/9/21



The beta-binomial model

50

" Suppose N1 js 3 random variable
N, ~Bin(N, 6)

N
Ny

Bin(M,IN,0) = (. ) 0% (1 — )" s

The likelihood for the binomial sampling model is the same as the
likelihood for the Bernoulli model

Generative Models: Fundamentals and Applications

2026/9/21



Prior

® The prior has the same form as the likelihood

' — oN1(1 _ p\No
Likelihood | P(PIf)=07(1=0)

Prior, assume in the form of

p(f) o 071 (1 — )2

Hence, pOSterior p(0|D) < p(D|0)p(0) = oN1(1 — g)Nogmi (1

— )2 = gN1tm(1 —

6) No+72

Conjugate prior

®= the prior and the posterior have the same form

Beta(f|a,b) {1 — H:)b_l

51 Generative Models: Fundamentals and Applications
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Posterior

52

= Multiply the likelihood by the beta prior

p(0|D) o Bin(Ny|Ny + Ny, 0)Beta(f|a, b)

x Beta(f

Ny +a, Ny + b)
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Example

53

(a) With a relatively weak prior, the posterior is very close to the

likelihood, as the data overwhelms the prior.

(b) With a stronger prior, the posterior becomes a compromise between

the prior and the likelihood.

= prior Be(2.0, 2.0)
=« == lik Be(4.0, 18.0)
o :.:I.,"\‘ -—-post Be(5.0, 19.0)
TR
4 s ? .
[y | \
| 2\
X
T
] o
i L
H “\
N o\
. i i b . T s s e o
0 0.1 02 03 04 0s 06 07 08 09

Figure 3.6 (a) Updating a Beta(2, 2) prior with a Binomial likelihood with sufficient statistics N1
(b) Updating a Beta(5, 2) prior with a Binomial likeli-
hood with sufficient statistics Ny = 11,Ng = 13 to yield a Beta(16, 15) posterior. Figure generated by

3,No = 17 to yield a Beta(519) posterior.

binomialBetaPosteriorDemo.

45

= prior Be(5.0, 2.0)
==ss]ik Be(12.0, 14.0)

\ | ===post Be(16.0, 15.0)
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Posterior

Beta(a, b): mode = —~—

= MAP estimate S
mgxp(@ﬂ)) « Beta(@|N; + a, Ny + b)

A B CL-I—N1—1 B a+N1_1
' 9MAP_a+N1+b+NO—2_a+b+N—2
"= MLE
If the prior is uniformly distributed (a=b=1)
. N
OMLE = \1
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Posterior

® Posterior mean

Beta(a,b): mean = =

a+b

=

CL+N1

CL+N1

a+N,+b+N, a+b+N

Let @p = a + b, and let the prior mean My = %/q,

- g, + ‘\Tl (%)) A\T ;\'?1 ) .
E|[8|D] = — = \mq + (1 —\)b,
0|D] N + g N+”O'”1 + N +tag N my + )0 LE
(294
A =
where Ntag

Result: the posterior mean is convex combination of the prior mean

and the MLE
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Posterior

= Equivalent sample size of the prior@y =a +b

Beta(f|a, b) o g — H)b—l

= Equivalent sample size of the posterior N + a

p(@|D) o Beta(f

*\‘rl + a. *\‘vo —'— [))

= Ratio of the prior to posterior equivalent sample size 4
The smaller 4, the closer the posterior mean is to the MLE
The smaller 4, the closer the posterior mode is to the MLE
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Posterior

57

m Posterior variance

Beta(a, b): var =

ab

(a+b)?(a+b+1)

((l + 4\T1)(l) —+— ;\’?0)

var (0| D] =

@ Nt b+ Nol¥(at Ny + b4 No+ 1)

S 1fN>a,b

Var|0| D] ~

N1 Ny éMLE(l — éMLE)

N2N N

® The variance is maximized when 0y = 0.5

® The variance is minimized when 0y =0, 1
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Posterior

Posterior Variance vs. MLE Estimate

0.005

1

0.004

0.003

T

0.002

Posterior Variance

0.001

T

0.000} 1 —-—-=- Max variance at 0.5

0.0 0.2 0.4 0.6 0.8 1.0

OmLE
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Posterior predictive distribution

59

® Generate one data / BMA

p(x =1|D) = [, p(% = 116)p(8|D) db

= fol 0 Beta(8|N; + a, N, + b) dO

= E[6]D]

| Posterior mean
. N1+a
~ N+a+b
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Posterior predictive distribution

® QOverfitting and the black swan paradox

Zero count problem or the sparse data problem

® Suppose the sample size is very small,
E.g.,N:3; N]_:O

® Suppose we use plug-in the MLE
A 0
OmLE =~ 3= 0

m Result: heads are impossible.
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Posterior predictive distribution

61

® QOverfitting and the black swan paradox

Bayes theorem: Laplace’s rule of succession

® Suppose the prioris uniform on [0,1]

CL+N1

- Ni+1

Ny +1

p(z =1|D) =

a+b+N N+2 N +1+N,+1

® Add-one smoothing: Beta(1, 1)
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Posterior predictive distribution

62

® Generate multiple data: beta-binomial distribution

Predict the number of heads, X, in M future trials

1
p(x|D,M) = ’ Bin(x|M, 0) Beta(6|N; + a, Ny + b) db
0

|

M | _ _ _
— 0% (1—0 M x9N1+a 1 1—6 No+b—-1
(X)B(N1+a,N0+b),0 ( ) ( ) do

:(M)B(X+N1+a,M—x+N0+b)

X B(N1+a,N0+b)

2 Bb(XlNl -+ a,NO + b,M)

Generative Models: Fundamentals and Applications

2026/9/21



Posterior predictive distribution

63

® peta-binomial distribution

Mean

Variance

Ny +a
N+a+b

E[x|D] =M

M(N, + No+b) N+a+b+M
Var[x|1)]= (1 a)(o ) a

(N +a+ b)? N+a+b+1
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Experiment

® Bayesian prediction has longer tails, spreading its probability mass more
widely, and is therefore less prone to overfitting and black swan type

paradoxes

64

0.35

0.3F

0.25F

0.2}

0.15F

0.1

0.051

Ny =3,Ny =17 Beta(2,2) prior

posterior predictive plugin predictive
T T T T T T

0.35

0.3

0.25

0.2+
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Outline

65

Generative vs. Discriminative: Revisit
Bayesian concept learning

The beta-binomial model

The Dirichlet-multinomial model
Naive Bayes classifiers
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The Dirichlet-multinomial model

= Example:

Infer the probability that a dice with K sides comes up as face k
Given D = {xl,xz, ...,Xlel- € {1,2, ...,K}}
= Likelihood

where k=1

Ny, = 27{11 I(z; = k)
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The Dirichlet-multinomial model

67

®" Prior: conjugate prior

m Posterior

| 1 17 son— .
Dir(0|a) = B []oe '1(0 € Sk)
k=1

p(0]D) o< p(D|0)p(0)

K
— H"‘k (0 € Sk)

N

N, —1
e
k=1

X DlI'(O'Nl —|—041,N2 +052," . ,NK —I—aK)

~ I
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The Dirichlet-multinomial model

68

= MAP estimate

where

" MLE:

A N +ap —1
O = — =
:\ — oo — I\

A K
a0 = ) jq Ok

ék = ‘Tk/A'T
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The Dirichlet-multinomial model

® Posterior predictive

p(X=jiD) = [ p(X = jlow(6ID)as

= /1)(4\' = Jj10;) [/1)(9_j.0j|D)(19_j db;

8} j + :\vJ

= /ij(ﬁjm)(mj =E[0;|D] =

il N;
Zk((\k “r‘*\?}t)

xp -+ ;\'r

where 0_;j are all the components of € except 0,
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Beta-Binomial vs. Dirichlet-Multinomial

70

Beta-Binomial Model

Dirichlet-Multinomial Model

Task scenario

Binary classification (coin toss: head/tail)

Multi-class classification (dice roll:
1,2,...,K)

6 = (0y ...’ Ok) ,class probabilities, 2k Ok

Parameters 0 € [0,1] :probability of “head” —1
Prior Beta distribution: Beta(8la, b) Dirichlet distribution: Dir(8|ay, ..., ag)
Likelihood Binomial: Bin(Ny|N, 6) Multinomial: Mult(Ny, ..., Ng|N, 6)

. . . . . . Dirichlet is the conjugate prior of
Conjugacy Beta is the conjugate prior of Binomial Multinomial
Posterior 0 | D ~ Beta(a + Ny,b + Ny) 0 | D ~ Dir(aq + Ny, ..., ag + Ng)

Posterior predictive

a+N1

x=1|D) =———
p(* | D) a+b+ N

aj+Nj

D) -
p(x=j1D) ag+ N

Intuition

“pPseudo-counts”: @ — 1 heads, b — 1 tails

“Pseudo-counts”: a@x — 1 for each class,
total @p — K
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Outline

71

Generative vs. Discriminative: Revisit
Bayesian concept learning

The beta-binomial model

The Dirichlet-multinomial model
Naive Bayes classifiers
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Naive Bayes classifiers

® Classify vectors of discrete-valued features to C classes
X = (Xq4,%X5, ..., xp) € {1,2, ..., K}’

Kis the number of values for each feature

D is the number of features
Compute the probability P(Y = ¢|x,0)
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Naive Bayes classifiers

73

® Generative model, revisit
Key: learn class-conditional density P(X|Y = ¢, 0)

P(x,Y=c| 0)

P(Y =c|x,8) = s

_ P(x,Y=c| 0)
S oo PY=c'|6)

_ P(Y=c|0)P(x|Y=c,0)
- Y e P(Y=c'| O)P(x|y=c’,6)

Generative Models: Fundamentals and Applications
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Naive Bayes classifiers

74

® Assumption: the features are conditionally independent

given the class label

Even if the naive Bayes assumption is not true, it often results in

D
p(xly = c.0) = || p(xjly = c.0;c)
j=1

classifiers that work well

" The model is quite simple (it only has O(CD) parameters, for C classes and D

features)
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Naive Bayes classifiers

= In the case of binary features x; € {0,1}

Multivariate Bernoulli naive Bayes
Use the Bernoulli distribution

p(xly =c,0) = Hle Ber(zj|pje)

= Ujc is the probability that feature j occurs in class c
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Categorical Naive Bayes

76

= In the case of categorical features xj € {1, ...,K}

Categorical Naive Bayes
Use the categorical distribution

p(xly = c,0) = [, Cat(z;|p;.)

= Ujc is a histogram over the K possible values for X; in class c.

Generative Models: Fundamentals and Applications

2026/9/21



Naive Bayes classifiers

77

® |n the case of real-valued features:

Gaussian Naive Bayes

Use

the Gaussian distribution

p(x|ly = ¢, 0) HJ 1 N (@l (7] )

" Ujc is the mean of feature j in objects of class ¢

= J

¢ is the variance of feature j in objects of class ¢
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Model fitting

® How to “train” a naive Bayes classifier
MLE
MAP estimate

Bayesian estimation
= Compute the full posterior p(8|D)
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MLE for NBC

= The probability for a single data (X;,¥;)

p(x;,v:10) = pyilm) | | p(xij|yvi. ;)
J

= | o= | ] ] plee)

c j c

TT. the parameters for class prior
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MLE for NBC

80

= The probability for data set D

p(016) = |

1

(| oo | || |p<xij|e,-c>“<“=”)

c j c

= The log-likelihood for data set D

C -7
logp(D|O) = Z N log 7, + S: log p(i;]€;c)
c=1 ‘Y
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MLE for NBC

= The log-likelihood for data set D

The categorical class prior

S _ *\TC

MTe = N

Suppose all features are binary
- N

Hjc — ‘;]C
N,
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Bayesian naive Bayes

® Trouble for MLE: overfitting

® Solution: Bayesian estimation

P(0)P(D|0)

POID) =T ) p(D10) do
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Bayesian naive Bayes

® Prior

TT: Dir(@) prior
0;c: Beta(Bo, f1) prior

= Specialcase:a=1,=1

Add-one or Laplace smoothing
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Bayesian naive Bayes

m Posterior

p(#|D) o p(#)p(DI0)

= (o T T o6 ]

j=1 c=1

= (o TTTT =) ]

1=1 e=1

{Dn lj C}ﬁ

II: |2
—

=1 c=1 j5=1

:ju

1 e=1 1=

: IC\&
Tl

j=1c=1

D C
X Dll(*\rl + 1, :\7_) + o, e e, 1\”*(,' + QC’) H H Beta

j=1 c=1

Generative Models: Fundamentals and Applications
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Bayesian naive Bayes

85

m Posterior

p(6|D)

p(m|D)
I)(Hjclp)

D C
= p(=|D) || ][ »(6;cID)

j:]_ &=\
= Dir(NMi+a;...,Nc+ ac)
= Beta((N. — Njc) + Bo, Njec + £1)

2 Posterior mean

ejc =

A"ch + 34 _ N¢ + a

N, + Bo + 1
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Bayesian naive Bayes

= MAP estimate

o A\T( + . — 1 N 4\71 o+ lf))l — 1
N A\Y —‘r g — C-Y . il ;\’TC + do + ;’3 1 — 2

e

(

The MAP estimate can be directly computed by combining prior
counts with empirical counts.

Very simple to implement, with low computational complexity, and
easy to extend.
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Using the model for prediction

87

® Predict the label y for new data x

ply = clx, D) o< p(y = ¢|D)p(x|y = ¢, D)
D
= p(y = c|D) [ [ p(z)ly = ¢. D)

J=1

- Bayesian procedure

ply = clz, D) x

i D
/Cat(g c|m)p(m|D) (17«*] H

_ D
/P(U = ¢|m)p(7|D) (17‘—] H [/ p(x;ly = c,b;c) (%Clp)(wﬁf}

j=1 7Y

{/ Ber(z;|y = ¢, Hjc)p(Hjcﬂ?)dec]

j=1 Ojc

Generative Models: Fundamentals and Applications

2026/9/21



Using the model for prediction

88

= Rewrite the prediction pro

ply = clr,D) x

| / m.p(7|D)dr

11|

j=1

- J T

n. KT 53 p(n|D)
AYHBEE

oability

. Hl‘j:' ;=
/9 0= (1 — ;) =), (eﬂm)deﬂ

. jC

/

0,157 (1 — ;)10 XF 75
p(ejclp) HIJHHtg
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Using the model for prediction

89

® Plug in the posterior mean parameters

T AT y; JC — AT [ /
A —+ X 1\ c — .'*30 -+ !,(31

D
ply=clx,D) oo 7 | [(B5e) =D (1 )=
j=1
— iNTC _I_ @'C ~ x\i](’ + 51
e = v
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Using the model for prediction

90

® Plug in the point estimate: MLE or MAP
D

ply = c|lx, D) < p(y = ¢|D) Hp (x;ly = ¢, D)

j=1
D
Hp (25]y =« c)
j=1
D A
_ A‘CHH]JI((U:l)(l . 6)]0)]1(19_0)
j=1
~ o ;\Tc é o ;\ch
¢ N JETON.,

Generative Models: Fundamentals and Applications

2026/9/21



Using the model for prediction

91

m Classifier

y = f(x)

argmax p(y = c|X = z,D)

=12, ,C

gr 3—1

arg max 7TC je

0_1_2,

|ifzm
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Example

o LEEYIEREHRA T RATR, Hab, X e {1,2,3},
x@ € {S,M, LYR¥FE, Y € {(—1,1}835FRE,

1 (2 |3 |4 |5 |6 |7 |8 |9 |10|11 |12 |13 |14 |15
x®O1 {1 (1 |12 |1 |2 |2 |2 |2 |2 |3 |3 [3 |3 |3
x@ls M M |s |s |s |[M|mM|L L (L [M|M]|L |L
Y |-1 (-1 1 |1 [-1 -1 ]2 |1 |1 |1 |12 |1 |1 |1 [-1

TRIELE BV I ZEUEF I — 1M = I Hr 7025883

SRS,

92

Generative Models: Fundamentals and Applications

HEEx = (2,9’

2026/9/21



Example

= MLE
T8 class prior
Nl —_ 9 ﬁ_l - N—l — 6
N, =6 N 15
. N9
N —_ 15 T[l - W - E
80, =p(XY =k|Y = ¢) 1
~ N
5 _N1,1,1=E B,y = 521 _ —
1,1,1 — N, 9 e N, 9
~ N 4
5 N2'11=§ By = M21 _ =
2,1,1 — N, 9 e Ny 9
N. 4 3 Npzx 4
é\3 1,1 = dERE Tve fgodels: |-0Ld%1 catio N - 5 2026/9/21
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Example

-\L-l_;é'r‘é\k,j,c

94

Nig-1 3 A Ns2,-1
=z Os2-1= =
N_, 6 2 N_,
Najy-1_ 2 A _ Ny 1
N, 6 M,2,~1 N,
N3qi-1 1 A Nij2,-1
— = OL2-1=—— =
N_, 6 2 N_,
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Example

95

Falllp (Y = c|x, D)

FITLAZE:

p(Y — 1|(2,S)T,‘D) X 7 (éz )H(X(1)=2)(95,2’1)11()((2):5)

9 3 1 1
= —X=>X==—
9

15 9 45

< 1(xW=2), . 1(x=s
p(Y = —-1](2, S)T;D) X 7T—1(92,1,—1) ( (95,2,—1) ( )

6 3 1

2
— X=X = —_
6

15 6 15

/

(2, $) FNAYFREE /3-1
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Example

® Bayes estimation
T8 class prior

N1=9
N_1=6
N =15

96

N +1 7
1T N+2 17
_ Ny +1 10

LY"" N+2 17
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Example

® Bayes estimation
80y ) = pXD = k|Y =)

_ Niii+1 3 5 Nsp i t1 2
0111 = D) 05,21 = N,+3 12
' N; + 3 12 1t
- N +1 4 2 Nyp1t+1 5
0211 = n = — Om21 = N =
b N,+3 12 1+ 3 12
- N;;.+1 5 ~ Nip,p1+1 5
93'1 1 = 51,1 = — 9L,2,1 = = 75

N,+3 12 Ny +3 12
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Example

]«-l_;é'r‘gk,j,c
91,1,—1 —
92,1,—1 —
93,1,—1 —

98

Nipa+1 4 5  Nsp1+1 4
N_,+3 9 2717 N +3 9
Npi—q+1 3 3 _ Nyg-1+1 3
N_,+3 9 M2=1= N_;+3 9
N3;_q+1 2 5 Nppa+1 2
N ,+3 9 be=l ™ N_;+3 9
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Example
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Falllp (Y = c|x, D)

FITLAZE:

_ /= 1(xM=2), = 1(x@
p(Y = 1|(2»5)T»D) X 7T1(92,1,1) (‘95,2,1)
=0t 2 =0.0327
17712 7 12

_ (1) _ _
p(Y =-1|(2,9)",D) « ﬁ 1(621 1)H(X 2)(65,2,—1)

=—>< ><——OO610
17

/

(2, $) FNAYFREE /3-1
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Summary

= Bayesian concept learning
" |n discrete hypothesis spaces, update hypothesis posterior using Bayes’ rule
= MAP estimation: select the hypothesis with the highest posterior probability

® Parametric Bayesian estimation

® Beta-Binomial model: extend parameter estimation to the binomial case
® Dirichlet-Multinomial model: further extend to the multinomial case
® Provides a unified framework from discrete to continuous distributions
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Summary

" Naive Bayes classifiers

= Generative modeling: estimating class-conditional distribution p(x | y)
= To simplify, conditional independence assumption

= Parameter estimation in Naive Bayes
= Point estimates: MLE / MAP — simple and efficient

= Bayesian Naive Bayes: keep full posterior distribution over parameters
In prediction, often approximated by posterior mean or MAP for tractability
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. Thanks!

Questions?



